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Abstract. In this paper, we study e-mail threads in organizational e-
mail data viewing them as manifestations of active multi-person interac-
tion. We focus on mining interesting patterns from the temporal infor-
mation contained (response times for messages) in the thread. In this era,
when most of the processes are carried out using exchange of e-mails, we
show that such an analysis leads to interesting insights which would be
quite valuable for the organization. In this paper, we show that thread
analysis focusing on temporal information can be used to find out (1)
Responsiveness of an employee in the organization, (2) Lethargic peo-
ple in an organization who are likely to be bottlenecks in the processes
that they participate in, and (3) Topics in the organization that involve
bottlenecks. Our analysis calls for techniques from both Link Analysis
and Text Mining. Link Information is used implicitly in our technique
wherein an employee’s responsiveness is quantified on the basis of the
response times of the participants in the threads that he participates in.
Text Mining is used to identify topics in an organization which involve
bottlenecks.

1 Introduction

With the world moving more towards a knowledge based society, and more people
using computers and the Internet as a means of transacting daily businesses, a
lot of business processes manifest in the form of e-mail threads or sequences of
emails. Email being an asynchronous method of communication (as opposed to
person-to-person interaction), delays in responses to email may typically lead
to critical bottlenecks in the business processes. Further, email sequence is the
output of a multi-person active interaction (as opposed to individual emails,
which involve only one active entity, the sender of the email), would intuitively
be more representative of collaborative behavior within an organization than
recorded person-to-person interactions or individual emails. But, the involvement
of multiple active entities having multiple roles intuitively makes the process
complex to understand and difficult to monitor. Thus the bottlenecks in such
processes tend to become latent, which in turn may have a compounding effect
with time making them more vicious. This makes it more important to detect and
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rectify them. We address this problem of identifying potential bottlenecks in an
organization and thus types of processes which involve bottlenecks. Towards this
end, we extract the response time information of individual emails from email
threads and utilize them to quantify the responsiveness of individual employees
in an organization. We show the utility of such information to find the common
types of processes which involve bottlenecks. These provide vital pointers to an
organization regarding employees and the health of processes, which may entail
deeper analysis of problematic entities or processes. To the best of our knowledge,
there has been no work utilizing and characterizing the temporal information in
email threads.

2 Related Work

The publication of the Enron dataset [5] in 2004 was an added fillip to the
research in social network analysis. Enron email data has been subjected to
various text and link mining tasks ([3],[8]). E-mail classification [2] has been
the most widely experimented technique. Past attempts ([4],[9]) which work on
email threads have largely focused on visualization of thread information. Fur-
ther, people have looked at visualizing collaborations that span multiple threads
[7]. Email data can be looked at from two different perspectives; one is that of
exploring link information (as an e-mail is a multi-person entity) and another
by means of mining textual and temporal information. Social network analyt-
ics from organizational e-mail has traditionally focused on building graphs with
(optionally) labels on the edges connecting employee nodes quantifying the rela-
tionship [1] between the two people involved. We have not come across any work
which focusses on threads as representatives of multi-person active interaction.

3 Contributions

Our contributions by way of this paper are four-fold. Firstly, we analyze email
threads with a specific focus towards temporal information. This reveals certain
non-obvious dependencies which enable us to gain interesting insights into the
manner in which people interact in threads. Secondly, we propose a technique to
quantify employee responsiveness utilizing the response time of emails sent by
them relative to their peers participating in the same threads. This intuitively
makes sense in that an employee is to be compared to his peers in the same
kinds of processes. This has to be contrasted with other techniques for link anal-
ysis which don’t model multi-person interactions explicitly. Thirdly, we contrast
the notion of employee responsiveness (which is a relative measure) with the
absolute response times of threads and show that they are different from each
other. Lastly, we utilize employee responsiveness to identify possible bottleneck
people in an organization and utilize text clustering to identify topic categories
which are likely to be related to slow/problematic/bottleneck processes in an
organization.



4 Email Threads

Fig. 1. An email thread among the employees

Definition 1. We define an email thread T to be a directed tree with label on
each arc, where

1. Nodes of the trees represent the employees.
2. A directed arc with label M going from node E1 to node E2 represents that

– The email M was sent by employee E1 to the employee E2.
– If node E1 is not a root node then it means that the email M was either a

reply or a forward of the email M ′ where M ′ is the label on the incoming
arc to the node E1.

Figure 1 represents an email thread. The following properties of an email thread
directly follows from the above definition.

– P1: For any given node, E, all the outgoing arcs have the same label.
– P2: It is possible that two sibling nodes may have the same employees as

children. For example, in Figure 1, nodes E2 and E4 both have the same
children E1.

– P3: There is a one-to-one mapping between the internal nodes of the tree
and mails in the thread. In the rest of the paper, we refer to recipients of a
mail as the children of the mail since they are children of the internal node
in the tree corresponding to the mail.

4.1 Enron Email Dataset

For the purpose of our studies in this paper, we have used Enron email dataset
which is available online [5]. This dataset is available in multiple formats and
we have worked with MySQL format. The MySQL database has multiple tables



and we have used two of them - messages and recipients. The table messages
contains the unique message id, the id of the sender, the sending time for the
email, and the subject line of the email. The recipients table contains the id of
the recipient and the message id for each recipient of each mail in the dataset.

4.2 Heuristic for Extracting Thread from Enron Email Data Set

Step 1 (Email Clustering & Level Determination) In this step, we take
the set of all the emails and cluster them into sets of mails that have the same
subject line except for a prefix such as Re:, RE:, Fw:. For each email, the Level
is defined as the number of prefix words plus one.

Step 2 (Thread Tree Construction) After determining the levels of the
emails in a given email thread, it appears as though the task of constructing
email thread tree is pretty much simple. At first look, the following algorithm
for constructing the email thread tree seems to be correct.

– Identify the email which has level 1. Now do the following
• make the sender of this email as the root node of the thread tree and each

recipient of this email as a child of the root with arcs to them labeled
by the message id.

– Pick an email which was assigned level 2 in Step 2. Identify the children node,
say E, of the messages in the previous level which has the same employee as
the sender of this email. Now make all the recipients of this email as children
of this node E and put the id of this email as label on all the outgoing arcs
from E.

– Repeat the above step for all the emails in level 2 then for level 3 and so on.

The above algorithm will work correctly for the threads for which the height of
the thread tree is at most 2. However, the above algorithm fails for the threads
having tree hight 3 or more. To give an example, consider the thread three shown
in Figure 1. Imagine that above algorithm has exhausted all the emails in level
2 for this thread and now looks at email M3 which is assigned level 3. There is
an ambiguity here since there are two E1 nodes and which is to be chosen as
the sender of M3. This problem can be viewed as a matching problem wherein
M3 is to be matched to one of the mails M1 or M2, both of which have the
sender of M3, E1 as their children. We define the following heuristic to define
the mapping.

– Map a mail M of Level = L to a mail M’ of Level = L− 1 where
• the sender of M is in the recipients list of M’
• M was sent after M’

– If the above filters do not resolve the ambiguity, discard the mail from the
thread.

With the above disambiguation heuristic, the algorithm presented in the earlier
part of this section would output a thread tree for a given cluster of mails.



5 Important Statistics

Through this section, we analyze the temporal properties of threads. It may be
noted that there have been very few attempts [5] at analyzing Enron threads,
and none of them go into the level of detail that we do. This analysis was done
using the 4964 threads extracted from the Enron data. We analyzed them from
the following perspectives.

– Session length: The time between the sending of the first and latest mes-
sages in the thread

– Number of nodes in the thread tree
– Number of employees (distinct node labels) in the thread tree
– Number of messages (or internal nodes) in the thread tree
– Average Response Time (ART) of mails in a thread The Response

Time (RT) of a mail in the thread tree is defined as the difference between
the sending times of the mail and it’s parent in the thread tree. RT is not
defined for the message corresponding to the root of the tree.

– Number of threads that an employee is involved in

This analysis was done on an entire-corpus basis and also on a month-by-month
basis. The latter would help us to consolidate the observations made elsewhere
considering only e-mail data. For corpus-wide analysis of the data, we expected
exponential distributions for the histograms on all of the four parameters men-
tioned above. But, surprisingly, the session length histogram threw up an in-
teresting pattern, which we present in the chart below. The repetitive sequence

Fig. 2. Session Length Histogram

that can be seen in the figure above peaks approximately every 24 hours. The
surprising inference that can be drawn out of the above figure is that threads
typically tend to end at the time of the day when they began.



Enron data has traditionally been very popular for counter-terrorism data
mining and many previous works have focused on coming up with measures
which show out-of-normal behavior for the months which were problematic or
scandalous for the Enron organization. To validate the observations from thread
data (which is only 8% of the total data), we plotted a graph between the number
of threads opened, closed and running in a month, across months. Although we
do not present the graph here due to space constraints, the graph peaked at
month #37 which roughly corresponds to October 2001, which is known to be
the scandalous month for Enron. This validates our hypothesis that thread data
is rich enough and provides generalizable results.

5.1 Correlation Analysis

For each of the thread-specific statistics that have been analyzed in the previous
section, we did dependency analysis on the basis of Spearman Rank Correlation
Coefficient1 to identify dependencies between them, if any. For each thread (or
person), we ranked them on the basis of each of the statistic and computed
the correlation between the ranked lists thus obtained. The results present some

Table 1. Thread Level Statistics Correlation

Statistic Session
Length

No. of
Nodes

No. of
People

No. of
Messages

Avg. Response
Time

Session Length 1.0000 0.1144 0.0675 -0.0629 0.7232

No. of Nodes 0.1144 1.0000 0.8736 0.0384 0.0426

No. of People 0.0675 0.8736 1.0000 -0.1692 0.01246

No. of Messages -0.0629 0.0384 -0.1692 1.0000 -0.3157

Avg. Response Time 0.7232 0.0426 0.01246 -0.3157 1.0000

interesting dependencies. The high correlation between the number of nodes and
the number of people was expected. But the interesting inferences come from
the following dependencies

– No. of People and No. of Messages: The slight inverse dependency of -0.17 is
interesting because, intuitively one would expect that the number of people
and messages would have a direct dependency.

– Session Length Correlations: Session length would intuitively be expected to
increase with the number of nodes, the number of people and the number
of messages. But it was found to be almost uncorrelated with the num-
ber of people and nodes, whereas there is a surprising slight inverse depen-
dency with the number of messages. The high correlation between session

1 http://en.wikipedia.org/wiki/Spearman’s rank correlation coefficient



length and average response time suggests that threads where people respond
quickly tend to end quickly as well.

– Average Response Time and Number of Messages: The inverse dependency
validates the intuition that people respond more to fast moving threads and
vice versa.

6 Responsiveness Index (RI) of an Employee

In this section, we propose an index to measure how responsive an employee
is in terms of replying the emails which she receives. We call such an index
as Responsiveness Index (RI). Responsiveness index of an employee is inversely
proportional to his responsiveness in email threads in comparison to others who
participate in the threads. The calculation of employee responsiveness is outlined
in Table 2.

Table 2. Employee Responsiveness Calculation

Quantity Definition Formula

R(E, M)
time taken by the employee E in replying
(or forwarding) the message M

R(E, T )
the average time taken by the employee E
in replying (or forwarding) a message in
the given thread T

∑
M|M∈T , sender(M)=E

R(E,M)
∑

M|M∈T , sender(M)=E
1

R(T )
the average response time of an employee
in the thread T

∑
M|M∈T R(E,M)∑

M|M∈T 1

R(E)
the average response time of the employee
E

∑
M| sender(M)=E

R(E,M)
∑

M| sender(M)=E
1

D(E, M, T )
the deviation in response time of the em-
ployee E for the message M from average
response time of thread

R(E,M)−R(T )
R(T )

D(T )
the average deviation in response time of
an employee in the thread T

∑
M|M∈T D(E,M,T )∑

M|M∈T 1

D(E)
the average deviation in response time of
the employeeE

∑
M| sender(M)=E

D(E,M,T )
∑

M| sender(M)=E
1

µ Mean of D(E)s
∑

E D(E)∑
E

1

σ Standard Deviation of D(E)s

√
(D(E)−µ)2∑

E
1

RI(E) Responsiveness Index of employee E D(E)−µ
σ

7 Thread Category Analysis

The responsiveness index of employees enables categorizing employees into two
classes - responsive and lethargic. For the sake of analysis, we define the following



classes of employees.

Cr = {E|RI(E) < −0.5}
Cl = {E|RI(E) > 0.5}

It is easy to see that the threads, in which responsive people (those with low RI)
participate, need not be the responsive threads. We analyze the relationship be-
tween ”responsiveness” of a person and the ”average response time” of a thread,
by analyzing the following groups of threads.

Gr = {T |{E|E ∈ T} ∩ Cr 6= φ}
Gl = {T |{E|E ∈ T} ∩ Cl 6= φ}
Gf = {T |R(T ) < k1}
Gs = {T |R(T ) > k2}

Informally, Gr and Gl are the sets of threads in which employees from the classes
Cr and Cl participate, respectively. Gf and Gs are the set of threads for which
the participants respond quickly and slowly, respectively. k1 and k2 are fixed
at such levels so that |Gr| ≈ |Gf | and |Gl| ≈ |Gs|. This would ensure that the
comparisons are meaningful. In what follows, we present the various statistics
with regard to the sets defined above. The Table 3 depicts the statistics about
the number of threads that belong to the mutual intersection of the four groups
Gr, Gs, Gf , and Gs. The Table 4 depicts the statistics about the number of
employees who participate in the threads which belong to two different groups.
Finally, Table 5 depicts the statistics regarding number of employees from each of
the two classes Cr and Cl who participate in each of the four groups Gr, Gl, Gf ,
and Gs of threads. In Tables 4 and 5, we have slightly abused the notations and
have used the notation {E|E ∈ Set} but we basically mean {E|E ∈ T , T ∈ Set}
by this notation.

Although we expected a high intersection in the pairs (Gr, Gf ) and (Gl, Gs),
the statistics show that the responsiveness of a person and the average response
time of a thread do not seem to have any correlation whatsoever. This leads to an
interesting conclusion - the responsiveness of the person is uncorrelated with the
speed (or average response time) of the thread. We apply K-Means [6] to cluster
the set of subjects of each of the above sets of mails in order to understand the
kinds of threads that responsive and lethargic people participate in, and as to
which threads are fast and slow. In Table 6, we give the manual interpretation
of the distinct topics for each of the sets (obtained using the CLUTO2 toolkit).
This strong relation between Gr and Gs is indeed surprising. Further, this has
to be read along with the fact that the intersection between Gr and Gs is pretty
small (and so is the intersection between {E ∈ Gr} and {E ∈ Gs} as well). This
leads to the following conclusions:

– The topics that responsive people participate in, are of interest to the general
population, although they respond slowly to those topics

2 http://glaros.dtc.umn.edu/gkhome/cluto/cluto/overview



Table 3.

|Gr| |Gl| |Gf | |Gs|
|Gr| 851 312 119 176

|Gl| 312 1014 138 209

|Gf | 119 138 851 0

|Gs| 176 209 0 1014

Table 4.

|E ∈ Gr| |E ∈ Gl| |E ∈ Gf | |E ∈ Gs|
|E ∈ Gr| 851 312 119 176

|E ∈ Gl| 312 1014 138 209

|E ∈ Gf | 119 138 851 0

|E ∈ Gs| 176 209 0 1014

Table 5.

Set |Cr ∩ {E|E ∈ Set}| |Cl ∩ {E|E ∈ Set}| |{E|E ∈ Set}|
Gr 1204 (47.3%) 344 (13.5%) 2547

Gl 321 (12.5%) 1252 (48.9%) 2564

Gf 125 (8.9%) 148 (10.5%) 1402

Gs 198 (8.9%) 261 (11.7%) 2232

Table 6.

Gr Gl Gf Gs

Enron Agreement
(Almost all the
clusters had a
majority of doc-
uments regarding
agreements)

Tanker Freight
Product Type
Oil and Gas Companies
Project List
Interview
Project Report
Calls/Conferences

Product Approval
Meeting/Conference
Lunch
Oil Companies
NDA

Agreement
(All the clusters had
”agreement” among
the top 5 discrimina-
tive words)

– People who generally slow down threads (Cl) talk mostly about activities
that are to be synchronized. We suspect that people from Cl generally belong
to the set of people who see to it that things work smoothly

– Fast moving threads are those which talk about multi-person activities that
the members are involved in

8 Conclusions and Future Directions

We have presented a novel method of analyzing email threads utilizing temporal
information. Our study presents various counter-intuitive dependencies between
the temporal statistics of email threads. This points to the uniqueness in the way
people interact in threads. Secondly, we have presented a method of quantifying
employee responsiveness by analyzing organizational email data. Our quantifi-
cation of employee responsiveness using relative response times has been shown



to be very different from the absolute response times, and this illustrates the
richness of temporal information from multiple entities. Thirdly, we illustrate
the utility of the responsiveness index (coupled with text mining techniques) in
identifying categories of possibly suspicious business processes for further anal-
ysis.

Future work could include identifying various categories of business processes
manifested as emails that span across threads. Such analysis would enable identi-
fication of the common sequences of steps involved in a kind of business process.
This would enable us to identify shorter and successful sequences of steps in
the same kinds of processes which are advantageous (to be replicated) from a
business point of view. The set of possibly lethargic people could be analyzed
automatically using text mining of the mails that they are involved in to find
root causes for the lethargy, if any. Lethargy caused due to being busy may be
identified using solely statistical analysis of the number of processes that they
are involved in.
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